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Introduction	
It	seems	impossible	to	think	about	preparedness	planning	without	thinking	about	
time.		Time	is	often	at	the	very	heart	of	any	discussion	of	business	continuity	and	IT	
disaster	recovery.		While	planning,	practitioners	quickly	ask,	“How	soon	does	it	need	
to	be	available?”		Following	a	disaster,	everyone	wants	to	know,	“How	soon	will	it	be	
back	up?”		Maximum	tolerable	downtime	(MTD),	recovery	point	objective	(RPO),	
recovery	time	objective	(RTO),	recovery	time	capability	(RTC),	and	other	time-
centric	considerations	are	intertwined	within	the	very	nature	of	current	
preparedness	planning.	
	
But	there	are	deep	flaws	in	the	continued	attempts	to	incorporate	time	into	
preparedness	planning.		These	flaws	lead	to	frustrated	participants,	disengaged	
managers,	wasted	effort,	and	dubious	outcomes.		However,	these	flaws	are	
avoidable	and	correctable.			
	
Time	is	not	a	target;	rather	it	is	a	constraint.		It	is	neither	the	only	constraint	nor	
often	the	most	relevant.		While	it	has	its	place	in	preparedness	planning,	time	does	
not	warrant	its	central	focus	in	our	methodology	or	practice.		This	article	briefly	
outlines	the	problems	with	setting	targets	of	time,	and	presents	an	alternate	
approach	to	handling	time	in	planning	efforts.	

“It	Depends”	
When	the	planner	asks	the	participant,	“How	soon	do	you	need	X	up	and	running?”	
the	participant	often	answers,	“It	depends.”		This	answer	is	almost	always	the	most	
accurate	one.	
	
How	long	an	organization	can	do	without	a	particular	service	or	system	will	depend	
on	factors	such	as,	but	not	limited	to:	

• Contracts	and	legal	considerations	
• Current	business	models,	strategic	goals,	culture,	vision,	and/or	mission	of	

individual	departments	and	the	organization	overall	
• Estimated	time	to	market	or	time	to	launch	for	in-flight	projects	and	

initiatives		
• Influences	from	the	board	of	directors,	stakeholders,	shareholders,	

customers,	competitors,	and	the	market	



• Leadership	and	management	priorities		
• Liquidity,	capital,	and	revenue	streams	
• Profit,	perception,	promotion,	and	bonuses		
• Regulations	and	compliance	requirements	from	federal,	state,	local,	and	

other	regulator	and	accrediting	bodies		
• The	post-disaster	status	of	other	organizations	affected	by	the	same	disaster	
• The	post-disaster	status	of	other	processes,	functions,	systems,	and	services		
• The	time	of	year,	week,	or	day	
• Or	simply	who	happens	to	be	in	charge	of	recovery	operations	and	who	is	in	

the	war	room	at	any	given	hour.			
	
Forcing	a	single	answer	for	recovery	time	targets	may	be	impossible,	inaccurate,	
and	ill	advised,	because	“it	depends”	is	really	the	best	answer.		
	
However,	“it	depends,”	is	often	a	very	challenging	answer	for	the	preparedness	
planner	to	accept.		The	planner	wants	to	drive	to	one,	specific	answer	about	time,	
particularly	because	documenting	this	answer	is	required	by	current	practice.		
Faced	with	this	challenge,	the	planner	can	take	a	best	guess,	pick	the	worst-case	
scenario,i	or	try	to	capture	all	the	branching	if/then	conditions	that	lead	to	different	
time	requirements.ii		None	of	these	responses	seem	particularly	useful	to	the	
organization	when	planning	for	or	responding	to	the	chaos	of	an	actual	disaster.		
	
Practically	speaking,	the	drive	to	identify	and	document	specific	time	objectives	
often	gets	the	planner	off	on	the	wrong	foot	with	participants.		The	planner	spends	a	
disproportionate	amount	of	effort	and	emotional	capital	negotiating	with	
participants	to	pinpoint	these	time-related	objectives.		Frequently	the	participants,	
including	management,	feel	that	this	activity	is	arbitrary	and	artificial,	searching	
after	something	that	is	unrealistic	and	unreflective	of	what	would	actually	happen	in	
the	case	of	disaster.		As	these	conversations	often	take	place	at	the	very	beginning	of	
planning	work	with	participants,	it	can	set	a	negative,	and	sometimes	adversarial,	
tone	to	the	rest	of	the	planning	activities.	
	
These	are	by	no	means	the	only	challenges	involved	in	trying	to	establish	recovery	
targets	of	time;	other	significant	problems	are:	

• The	inability	to	accurately	predict	what	specific	disaster	will	happen	and	
what	the	actual	effects	of	that	disaster	will	beiii		

• The	inability	to	fully	encapsulate	and	accurately	map	out	all	functions	and	
interdependencies	for	each	serviceiv		

• The	framing	of	exercises	as	artificial	tests	of	recovery	time	instead	of	
opportunities	to	identify	strengths	to	reinforce	and	gaps	to	improve	

• The	inability	of	a	department	to	properly	estimate	the	criticality	of	their	
services	within	the	larger	context	and	mission	of	the	entire	organizationv		

• The	tendency	of	a	department	to	(consciously	or	unconsciously)	inflate	and	
over-estimate	the	criticality	of	their	servicesvi		



• The	protracted	amount	of	time	it	takes	to	decide	on	and	document	time	
targets,	particularly	in	comparison	to	the	relative	return	on	investmentvii	

• The	likelihood	that	documented	time	targets	will	be	unable	to	keep	pace	with	
continuous	changes	to	the	organization,	staffing,	marketplace,	regulations,	
suppliers,	business	drivers,	local	and	global	conditions,	and	so	forth.			

	
In	the	face	of	these	problems,	the	professional	must	seriously	question	whether	
identifying	and	documenting	targets	of	time	provides	value,	and	if	the	current	
approach	to	time	has	been	misguided	from	the	beginning.		The	rest	of	this	article	
outlines	an	alternate	approach	to	incorporating	time	in	preparedness	planning.			

The	Triple	Constraint	
Before	providing	a	full	explanation	as	to	the	proper	use	of	time,	it	may	be	
advantageous	to	take	a	quick	look	at	a	foundational	concept	within	the	related	
discipline	of	project	management.			
	
Traditional	project	management	methodology	makes	use	of	what	is	termed	the	
triple	constraint.		It	is	often	represented	as	the	triangle	in	Image	1.		In	the	PM	
discipline,	the	three	constraints	of	time,	cost,	and	scope	representviii	the	restrictions	
that	leadership	puts	upon	the	ability	to	complete	any	project.		Joking	aside,	
leadership	does	not	allow	a	project	to	take	an	unlimited	amount	of	time	or	spend	an	
unlimited	amount	of	money.		Nor	are	projects	allowed	to	balloon	in	scope,	requiring	
an	ever-growing	set	of	requirements	and	functionality.		In	short,	the	outcome	
(“quality”)	of	any	given	project	is	bounded	by	limitations	in	time,	cost,	and	scope.			
	

Image	1	–	The	Project	Management	Triple	Constraint		

	
Likewise,	recovery	efforts	are	not	allowed	unrestricted	use	of	time,	cost,	and	scope.		
External	regulations	and	requirements	may	dictate	the	length	of	time	within	which	
the	organization	must	recover	a	service.		Revenue	stream,	market	conditions,	and	
available	capital	restrict	the	funds	the	organization	can	spend	to	restore	services.		
And	there	is	a	minimal	scope	of	functionality	for	each	service	that	the	organization	
must	restore	for	that	service	to	provide	value.			
	



We	can	visualize	restrictions	of	time,	cost,	and	scope	as	a	triangle	similar	to	the	
triple	constraint.		The	full	triangle	indicates	the	regular	restrictions	applied	to	
normal,	everyday	operations.		Following	an	incident,	these	restrictions	are	likely	to	
decrease.		More	often	than	not,	management	must	allow	more	latitude	following	a	
disaster	by	easing	up	on	normal	restrictions:	

• Additional	time	before	resuming,	
• Additional	money	to	purchase	the	resources	it	needs	to	continue,	and/or	
• A	(temporary	or	permanent)	reduced	scope	of	functionality	and	operations.	

	
While	the	outer	triangle	represents	normal,	operational	restrictions,	the	inner	
triangle	represents	recovery	restrictions.		These	come	in	to	play	following	a	disaster.		
Moving	in	from	the	outer	triangle,	the	inner	triangle	represents	the	decreased	
amount	of	restrictions.	The	exact	size	and	shape	of	the	inner	triangle	will	depend	on	
the	exact	measures	of	restrictions.	While	these	are	decreased	restrictions,	they	are	
restrictions	nonetheless,	and	will	play	a	critical	role	in	planning	for	and	recovering	
from	disaster.	While	one	could	depict	the	inner	triangle	as	larger	than	the	outer	
triangle,	indicating	the	fact	that	expenditures	of	time	and	cost	will	increase	
following	a	disaster,	depicting	a	smaller	inner	triangle	as	in	Image	2	emphasizes	the	
fact	that	time,	cost,	and	scope	are	restrictions	–	restrictions	will	be	lessened	in	a	
post-disaster	situation.		
	

Image	2:	Restriction	Triangle	

	
	
Restrictions	are	perhaps	best	understood	in	terms	of	amounts,	such	as	the	amount	
of	time	staff	can	take,	the	amount	of	money	the	director	can	spend,	and	the	number	
of	functionsix	that	must	be	restored.		The	recovery	planner	can	identify	the	specific	
parameters	around	each	of	these	restrictions.		Each	restriction	can	be	measured	to	
an	appropriate	level	of	accuracy,	accommodating	increasing	degrees	of	precision	as	
needed.x			



Time	as	a	Constraint	(not	a	Target)		
Time	in	preparedness	planning	is	not	a	target,	then,	but	one	of	three	constraints.		It	
is	the	job	of	the	preparedness	planner	to	identify	and	document	all	three	
constraints,	not	just	time.		Those	in	charge	of	recovery	need	to	know	how	much	
money	they	can	spend,	how	much	time	they	can	take,	and	to	what	degree	of	
functionality	the	system	or	service	must	be	restored.		The	practitioner	should	work	
to	define	and	document	these	three	restrictions	at	least	at	the	department	level,	and	
preferably	at	the	system	or	service	level.			
	
Some	systems	and	services	may	indeed	have	significant	recovery	time	restrictions.	
The	unavailability	of	a	critical	service	or	system	might	cause:	

• Immediate	threats	to	health	and	safety,		
• Violation	of	laws	and/or	regulations,		
• Failure	to	meet	contractual	obligations	or	service	level	agreements	(SLAs),	

and/or	
• Unacceptable	revenue	loss.	

In	these	cases,	it	is	essential	to	understand	and	document	the	associated	restrictions	
of	time	and	then	work	to	ensure	these	services	or	systems	can	be	recovered	within	
the	necessary	constraints.		However,	these	are	the	only	cases	for	which	it	is	
appropriate	to	set	targets	of	time.	
	
It	may	be	tempting	to	try	to	substitute	prioritization	for	time	targets,	but	this	will	
not	work	either.	Proper	prioritization	cannot	be	determined	prior	to	an	actual	
incident.		Writing	about	General	Electric’s	recovery	from	the	September	11th	
attacks	in	New	York,	Geary	Sikich	and	John	Stagl	note:	“What	may	have	been	
‘mission	critical’	before	the	disaster	was	no	longer	‘mission	critical’	after	September	
11,	2001.		Planners	cannot	rely	on	current	‘importance’	as	the	guideline	for	critical	
operations	after	a	disaster.		Circumstances,	customers,	competitors	and	investors	
define	what	is	important	within	a	company	after	a	disaster,	not	its	managers”.xi	
Every	disaster	is	different	and	unfolds	differently.	Leadership	will	be	forced	to	focus	
on	different	priorities,	taking	customers,	market	share,	regional	losses,	capital,	
regulations,	and	a	host	of	other	considerations	into	account.	“It	depends”	is,	indeed,	
really	the	best	answer	when	it	comes	to	anticipating	specific	responses.		
	
When	planning	for	IT	systems,	specifically	IT	disaster	recovery	for	collections	of	
systems	or	the	loss	of	the	entire	data	center,	the	key	is	to	determine	the	proper	
sequence	of	recovery.		As	commentator	Dan	Dorman	helpfully	explains:	
	

One	of	the	big	issues	that	illustrates	the	futility	of	using	time	targets	is	
that	they	can	really	only	apply	in	a	single	system	failure	mode.		It	may	
take	us	15	minutes	to	switch	a	system	between	data	centers	in	a	drill	
or	 even	 in	 answer	 to	 a	 system	 failure.	 	 But	 if	 multiple	 systems	 are	
failing	 (or	 the	 entire	 data	 center),	 other	 constraints	 come	 into	 play:		
personnel	 (with	 specific	 skill	 sets)	 who	 cannot	 recover	 systems	
simultaneously,	 system	 dependencies,	 etc.	 	 	 In	 those	 situations,	 it	 is	



the	systems	recovery	order	that	drives	the	recovery.		Recovery	efforts	
are	 dynamic	 and	 attuned	 to	 the	 circumstances	 of	 the	 disaster.		
Because	 all	 disasters	 differ	 in	 the	 details,	 we	 cannot	 predict	 the	
recovery	time	for	multiple	systems	recoveries,	and	can	only	speculate	
once	those	details	are	better	known.		As	a	non-bounded	judgment,	our	
recovery	 performance	 is	 judged	 as	 good,	 adequate	 or	 below	
expectations;	 factored	into	this	 judgment	is	what	 is	and	is	not	 in	our	
control.xii	

	
The	proper	sequencing	for	information	technology	is	a	matter	of	interdependencies,	
not	time	targets.		Infrastructure	must	be	in	place	before	servers;	servers	must	be	
spun	up	before	databases;	databases	must	be	installed	before	connecting	to	
applications;	and	so	forth.		These	interdependencies	dictate	the	sequencing.		At	the	
end	of	this	list,	when	it	finally	comes	to	sequencing	individual	systems	and	
applications,	it	might	be	tempting	to	bring	time	back	in	to	the	equation.		But	the	
order	in	which	individual	systems	ought	to	be	recovered	is	not	a	matter	of	time,	but	
of	the	relative	business	value	prioritization	of	each	system.		Such	a	prioritization	of	
individual	IT	systems	must	take	place	within	the	larger	context	of	the	business	of	
the	business	and	the	realities	of	a	post-disaster	environment.					
	
Service	and	system	owners	cannot	take	all	the	time	they	want	to	recover.		Nor	can	
they	spend	all	the	money	they	want.		Nor	should	they	necessarily	restore	all	normal	
functionality	when	recovering.		But	armed	with	knowledge	of	established	
restrictions,	a	proper	focus	on	existing	recovery	capabilities,	and	a	portfolio	of	
potential	responses,	those	responsible	for	recovery	are	thereby	further	empowered	
to	work	autonomously	to	solve	problems,	restore	services,	and	get	the	organization	
up	and	running	as	soon	as	sensible.		Additionally,	decision	makers	are	thereby	
further	empowered	to	react	sensibly	to	the	post-disaster	situation	as	it	shifts	and	
unfolds	in	real	time.		In	this	way,	responders	are	not	hampered	in	their	recovery	
efforts	by	artificial	time	target	restrictions.		
	
In	addition,	the	planning	process	is	thereby	significantly	simplified	by	eliminating	
the	need	to	wrangle	with	participants	to	set	targets	of	time.		Instead	of	coming	to	the	
table	with	a	set	of	acronyms	then	pressing	participants	for	individual	targets	of	time,	
the	planner	can	be	responsive	to	the	participants,	listening	carefully	and	gathering	
information	in	the	context	in	which	it	is	presented.		Identifying	these	restrictions	
will	require	the	practitioner	to	interact	with	all	levels	of	the	organization,	and	such	
conversations	will	create	a	feedback	loop;	new	information	discovered	during	the	
interactions,	the	planning	process	in	general,	and	any	actual	incidents,	may	change	
thinking	about	practical	and	actionable	levels	of	restrictions.xiii			
	
The	need	to	capture	these	three	constraints	has	hitherto	gone	mostly	unrecognized	
in	the	discipline.		Few	practitioners	identify	whether	there	will	be	money	available	
at	time	of	disaster	specifically	to	help	fund	recovery.		While	insurance	may	
eventually	help	pay	the	organization	back	for	such	expenditures,	departments	need	
to	know	their	options	with	regard	to	post-disaster	spending.		Happily	with	regard	to	



scope,	there	seems	to	be	a	growing	recognition	of	the	need	to	establish	the	proper	
degree	of	recovery	for	services,	as	indicated	by	the	increasing	use	of	the	hitherto	
“neglected”	use	of	the	minimum	business	continuity	objective	(MBCO).	xiv		Planners	
capturing	MBCO	information	collaborate	with	each	service	to	identify	the	minimum	
functions	needed	to	recover	in	order	to	provide	continued	value	to	the	organization.		
	
Before	moving	on,	it	is	important	to	distinguish	between	identifying	constraints	
related	to	the	future	recovery	effort	and	those	related	to	the	activities	directly	
involved	in	doing	the	planning	itself.		The	latter	constraints	are	specific	to	the	
management	of	the	planning	effort.		These	are	the	limits	of	time,	cost,	and	scope	
specifically	for	those	people	performing	the	planning.		They	set	the	constraints	to	
how	long	the	planning	effort	can	take,	how	many	consultants	can	be	hired,	how	
many	organizational	areas	to	involve	within	the	next	year,	and	so	forth.xv		This	is	in	
contrast	to	those	constraints	that	are	the	focus	of	this	article,	namely	restrictions	
related	to	the	actual	post-disaster	recovery.		These	restrictions	define	parameters	
for	how	much	time	the	service	owners	can	take	to	recover	each	service,	how	much	
money	they	can	spend	following	a	disaster	to	replenish	resources,	and	to	what	
degree	the	functionality	of	each	service	must	be	restored.		Each	of	these	constraints	
goes	into	effect	after	the	disaster,	but	must	be	identified	before	then,	during	the	
planning	process	itself.			

An	Example	
Consider	continuity	planning	for	a	hotel.		For	the	purposes	of	this	example,	the	
planning	group	might	categorize	their	services	as:	Accounts	payable,	accounts	
receivable,	catering,	check	in	/	check	out,	concierge,	external	phone,	internal	phone,	
kitchen,	laundry,	reservations,	and	valet.		The	planner	needs	to	identify	and	
document	any	restrictions	of	time,	cost,	and	scope.			
	
With	regard	to	time,	in	this	case,	accounts	payable	must	pay	its	bills	within	30	days	
or	be	charged	additional	money.		This	is	the	only	clear	restriction	of	time.		Certainly	
in	a	disaster	situation,	check	in	/	check	out	services	become	crucial	very	quickly,	as	
the	hotel	needs	to	know	who	is	staying	where	in	the	hotel,	and	so	too	being	able	to	
answer	and	provide	information	may	be	critical.	But	no	targets	of	time	ought	to	be	
associated	with	these	services.		They	should	be	restored	as	soon	as	sensible	based	
on	the	extent	of	the	loss	and	evolving	post-disaster	situation.	
	
Beyond	simply	defining	time	constraints,	the	practitioner	should	identify	and	
document	scope	and	cost	restrictions.	This	enables	the	planning	team	to	establish	
the	degree	to	which	each	service	should	be	recovered	and	any	cost	restrictions	that	
will	come	into	play	during	recovery.	The	identification	process	will	include	
considerations	such	as	anticipated	easing	of	scope	restrictions	or	anticipated	
spending	increases	that	may	be	implemented	in	response	to	a	disruptive	event	in	
order	to	get	the	organization	back	in	business.	
	



It	is	very	tempting,	at	this	juncture,	to	try	and	prioritize	the	recovery	order	of	all	
services.	The	problem	is	that	the	post-disaster	recovery	prioritization	will	depend	
entirely	on	the	actual	nature	and	impact	of	the	disaster	on	the	people,	things,	and	
locations	at	the	time	the	event	occurs.	It	is	tempting	to	assume	that	the	valet	service	
should	be	recovered	last	following	an	incident;	people	aren’t	going	to	want	to	stand	
in	line	and	wait	for	their	car	during	a	disaster.	But	what	if	the	disaster	results	in	the	
loss	of	the	hotel’s	data	center?	In	this	case,	valet	services	should	continue	as	normal.	
If	the	incident	is	an	ice	storm,	then	kitchen	and	laundry	services	rise	to	the	top,	and	
valet	is	not	offered	at	all.	If	the	hotel	loses	power	for	a	long	period	of	time,	then	
check	in	and	check	out	services	are	the	most	important,	and	the	hotel	might	actually	
work	to	provide	additional	staffing	for	valet	services,	bringing	it	near	the	top	of	the	
recovery	list.		Therefore,	service	recovery	prioritization	must	wait	until	the	details	
of	the	post-disaster	environment	are	known,	and	then	made	within	the	larger	
context	of	the	organization’s	mission	and	purpose.			
	
Because	time	has	traditionally	played	such	a	large	role	in	testing,	it	is	worth	briefly	
discussing	exercises.		Many	best	practices	call	out	the	need	to	exercise	rather	than	
test,	but	most	often	the	focus	of	a	tabletop	session	is	to	determine	whether	each	
system	or	service	can	meet	documented	time	targets.		Right	from	the	start,	there	are	
serious	concerns	whether	such	a	determination	is	even	possible,	especially	in	a	
tabletop	situation,	but	such	objections	are	out	of	the	scope	of	this	article.		Suffice	to	
say	that	exercises	can	now	shift	their	focus	from	time	to	capabilities.		Exercises	can	
look	to	identify	to	what	extent	the	necessary	resources,	procedures,	and	
competencies	are	in	place	to	recover	systems	and	services,	then	identify	
weaknesses,	validate	assumptions,	set	a	baseline,	and	work	to	improve	those	
capabilities.			

Conclusion		
This	clearer	understanding	of	the	nature	of	time	in	preparedness	planning	solves	
several	traditional	problems	and	offers	several	new	advantages.			
	
To	begin	with,	the	approach	solves	the	problems	noted	above	with	regard	to	
working	with	participants	to	set	time	targets.		“It	depends”	is	now	a	perfectly	
acceptable	answer	from	the	planning	participant,	and	accepting	this	answer	allows	
the	planning	practitioner	to	be	more	receptive,	adaptive,	and	effective.		The	
approach	enables	participants	to	self-assess	restrictions	rather	than	relying	on	the	
practitioner	to	facilitate	the	assessment	of	time	requirements,	thus	allowing	the	
practitioner	to	engage	at	a	more	strategic	level.			
	
In	practical	terms,	the	professional	avoids	any	potential	confrontation	with	regard	
to	discussions	about	time.		In	theoretical	terms,	the	professional	does	not	fall	into	
any	traps,	as	time	is	discussed	only	as	a	constraint	to	recovery	activities,	not	a	target	
that	has	to	be	set	without	the	proper	ability	to	do	so.		And	in	financial	terms,	the	



organization	will	not	waste	money	preparing	to	hit	targets	of	time	that	are	arbitrary	
at	best	and	misleading	at	worst.			
	
Along	these	financial	lines,	eliminating	the	need	for	multitude	of	time	targets	avoids	
the	cost	of	obtaining	specific	time-based	estimates.		Imagine	planning	for	two	
different	hotels,	Hotel	A	and	Hotel	B.		Hotel	A	uses	a	traditional	time	target	planning	
approach,	identifying	a	recovery	time	objective	for	every	service.		Such	
documentation	costs	time,	money,	effort,	trust,	emotional	capital,	and	the	like.		Days	
later,	all	participants	have	learned	rather	little,	and	are	no	better	off	with	regard	to	
preparedness.		Hotel	B	uses	the	approach	outlined	in	this	article,	treating	time	as	
one	of	several	constraints.		The	planning	team	spends	mere	minutes	identifying	
particular	time	restrictions,	then	moves	on	to	improving	recovery	capabilities.		This	
savings	holds	true	with	exercises	as	well	–	while	Hotel	A	will	spend	time	and	effort	
using	tabletop	exercises	to	try	and	validate	their	ability	to	hit	established	recovery	
time	objectives,	a	dubious	venture	to	begin	with,	Hotel	B	will	use	their	exercise	to	
try	out	response	strategies,	examine	their	existing	capabilities,	work	on	team	
building	and	leadership	skills,	and	overall	focus	on	improving	their	ability	to	recover	
from	disaster.		These	potential	savings	alone	may	warrant	the	adoption	of	the	
approach	in	this	article.	
	
Note	also	that	while	the	30-day	time	constraint	in	the	hotel	example	above	was	
rather	simple	for	the	purpose	of	explanation,	this	not	need	be	the	case.		
Commentator	Michael	Carpenter	points	out	that	there	could	be	several	increasingly	
mature	ways	to	sub-categorize	time	constraints.		The	hotel’s	accounts	payable	
service	highlighted	an	external	and	operational	30-day	payment	restriction,	but	
other	drivers	could	come	into	play:	“There	is	also	the	interdepartmental	
optimization	of	maximizing	interest	income	from	liquid	funds	available	(tactical)	
and	having	the	proper	balance	of	funds	versus	investment	for	liquidity	
(strategic).”xvi		As	discussions	become	more	strategic	in	nature,	this	approach	may	
help	the	preparedness	professional	to	engage	at	higher	levels	of	the	organization.			
	
Most	importantly	–	and	perhaps	most	shockingly,	given	current	practice	–	
considerations	of	time	and	pre-prioritization	virtually	disappear	from	preparedness	
planning.		If	the	arguments	in	this	article	are	correct	and	the	approach	outlined	here	
to	be	adopted,	then	time	not	only	loses	its	central	focus,	it	is	removed	as	a	
foundation	of	planning	efforts.		From	here,	it	becomes	more	important	than	ever	for	
those	involved	in	recovery	efforts	to	understand	the	business	of	the	business.	
Management	and	staff	cannot	rely	on	a	simple	list	of	services	prioritized	for	them	
beforehand.	Those	tasked	with	recovery	responsibilities	must	know	the	mission	of	
their	organization	and	the	objectives	of	their	department.	In	many	cases,	these	
individuals	will	have	to	act	without	direct	guidance	following	a	disaster.		
	
While	space	prevents	a	detailed	discussion	regarding	implications	and	next	steps,	a	
few	thoughts	may	be	in	order.	To	begin	with,	any	discussion	of	MTD,	RTO,	RTC,	and	
other	time-centric	considerations	should	be	eliminated,	replaced	with	a	focus	on	the	
restrictions	of	time,	cost,	and	scope.	Discussion	and	debate	about	service	recovery	



prioritization	should	be	avoided	as	well,	replaced	with	a	better	understanding	of	the	
mission	of	the	organization	along	with	its	customers,	culture,	and	business	drivers.	
In	addition,	the	business	impact	analysis	(BIA)	should	be	significantly	reduced	in	
scope	or	simply	eliminated.	The	problems	with	time	targets	cited	and	outlined	in	
this	article	have	significant	implications	for	the	practices	of	the	BIA,	so	much	so	that	
they	likely	render	the	BIA	practically	and	theoretically	untenable.		All	this	allows	the	
profession	to	shift	focus	to	the	continuous	improvement	of	recovery	capabilities.	
The	resources,	procedures,	and	crisis	competencies	needed	to	recover	an	
organization’s	services	at	time	of	disaster	are	capabilities	that	can	be	measured	and	
improved	over	time.	All	this	allows	for	a	realistic	alternative	to	traditional	
continuity	planning,	a	more	adaptive	business	continuity	approach.			
	
These	conclusions	may	prove	to	be	a	very	uncomfortable	turn	of	events	for	the	
majority	of	practitioners,	the	author	included,	who	have	so	engrained	time	into	their	
methodologies	and	daily	planning	activities.		It	may	take	years	to	wrestle	with	the	
implications	of	this	approach,	as	considerations	of	time	are	so	entrenched	in	the	
discipline.	Time	will	tell.			

(Clarification)	
For	the	purposes	of	this	article,	the	terms	“constraint”	and	“restriction”	were	used	
somewhat	loosely.		Properly	speaking,	there	are	two	types	of	constraints	in	
preparedness	planning:	Loss	and	restriction.		Loss	represents	a	“hard”	constraint	in	
terms	of	resources,	people,	and	locations,	while	restriction	represents	a	“soft”	
constraint	in	terms	of	time,	cost,	and	degree.		Further	explanation	is	a	topic	for	a	
different	article.		

Post-Script:	The	Elephant	in	the	Room	
Participants	may	still	want	to	know,	“How	soon	will	X	be	back	up	following	a	
disaster?”	Leadership	may	ask	this	even	if	it	is	not	brought	up	in	planning	
discussions.	Given	the	new	direction,	how	does	the	practitioner	answer	this	
question?	In	short,	the	continuity	professional	can	answer	as	follows:		

1. It	is	very	likely	that	establishing	credible	time	targets	is	a	theoretical	
impossibility.	Even	if	it	were	theoretically	possible,	the	costs	to	the	
organization	to	determine	(marginally)	reliable	recovery	time	estimates	
make	such	a	determination	practically	impossible	in	most	cases.	One	
wonders	what	the	estimated	recovery	time	was	for	Delta’s	reservation	
system	when	it	went	down	for	the	day	on	August	8,	2016,	what	it	cost	them	
to	obtain	that	estimate,	and	what	it	cost	them	to	assume	it	was	accurate.		

2. With	specific	reference	to	IT,	the	practitioner	can	make	a	distinction	between	
high	availability	and	disaster	recovery.	High	availability	planning	may	be	a	
good	candidate	for	time	targets	and	recovery	estimates.	But,	as	the	focus	
shifts	from	one	end	of	the	losses	spectrum	to	the	other,	from	IT	component	
failures	to	the	loss	of	entire	data	centers,	time	must	be	excluded.	The	



practitioner	must	determine	the	proper	sequencing	of	the	inter-dependences	
of	recovery	and	the	organization’s	prioritization	of	individual	IT	systems	
without	considerations	of	time.		

3. The	good	news	is	that	time	targets	are	not	necessary,	nor	are	prioritization	
lists.	Planning	efforts	can	focus	on	what	is	most	essential:	Enabling	an	
organization	to	continuously	increase	their	capabilities	to	recover	from	
disaster.	The	organization	can	work	to	measure	and	continuously	improve	
their	recoverability	capabilities,	oftentimes	at	the	very	outset	of	the	planning	
process.	And	the	preparedness	planning	effort	can	deliver	measurable	value	
to	the	organization	within	weeks	instead	of	months.		

	
In	short,	the	practitioner	can	take	the	opportunity	to	change	the	focus	of	the	
discussion	as	much	as	possible,	warning	participants	of	the	limitations	with	time,	
and	steering	the	conversation	to	focus	on	improving	the	organization’s	
recoverability	capabilities,	while	delivering	better	value	to	leadership	in	a	
significantly	shorter	amount	of	time.		
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